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When we speak about “progressive calculation”,  we mean the possibility to manipulate data during extraction, i.e. the possibility to perform operations on intermediate result while the query is running, once for each row found and returning partial result obtained by the current stream of rows.
Traditional environments for applying progressive calculation are, to name a few, so-calleds running totals or row number calculation. In the first case it needs calculation of partials sums to a certain row, in the second case a value that increases and identifies the quantity of previous rows.

Otherwise generally, we want think about a point of view that will be the most generic possible without putting limits to the type of functions that are hypotheticaly possible to apply “row by row”.

Today the availables set-based solutions for that problems need use of aggregation’s functions on self-joins or joins with aggregations of the same table:
use tempdb

go

create table test (id int identity primary key, value decimal(5,2))

go

insert into test(value) values(3)

insert into test(value) values(5)

insert into test(value) values(2)

go

/* Calculus of current sum of ‘value’ per id*/

select t1.id,


sum(t2.value) as [running sum]

from test t1

inner join test t2

on t2.id<=t1.id

group by t1.id

go

drop table test

or with scalar functions, logically identical, like:
use tempdb

go

create table test (id int identity primary key, value decimal(5,2))

go

insert into test(value) values(3)

insert into test(value) values(5)

insert into test(value) values(2)

go

create function f_RunningSumOnTest(@MaxId int)

returns decimal(5,2)

as


begin


return(select sum(value) from test where id<=@MaxId)


end

go

/* Calculus of current sum of ‘value’ per id*/

select t1.id,


dbo.f_RunningSumOnTest(t1.id) as [running sum]

from test t1

go

drop function f_RunningSumOnTest

drop table test

Generally these solutions need to scan pages in quantity order of N^2-N in data that take up a N pages. Consequently these solutions perform poorly when the amount of data increases. Also, since the data may not come from a single table, these sort of queries can be difficult to write, and the solution is not always directly apparent.
Because of the reasons above, progressive calculation is often solved “client side” or with a cursor, reducing the calculation’s complexity to a more natural linear level but losing all the power, the scalability and the easiness of the set-based processing.
SQL 2005 and the ANSI standard.

SQL Server 2005 solves the problem in partial thanks to the introduction of the new ranking functions, that, even if each is dedicated to the solution of a specific problem, they can be applied for new strategies and to move on from some problems. The row-number calculation, for example, is solved from functions ROW_NUMBER directly and there is no longer any for illogical utilization of surplus resources.
Standard ANSI provides a syntax dedicated to the solution of the problem of partial aggregation, typically the so-called windowing specifications. Windowing can for example permit a direct and linear solution to the problem about Running Total thanks to a syntax like:
select sum(value) over(order by id range unbounded preceding and current row)

from test

The power of this solution derives from the power of aggregation functions available.
In the specific case of SQL Server, with a complete implementation of the OVER clause in the ANSI standard together with user-defined aggregates, it should be possible to permit an adequate solution to any problem with progressive calculation.

Nevertheless, it's worth asking whether it's impossible to identify a strategy that:

· Solve generally enough the problem of progresseive calculation.
· It should be a inline solution.
· It should be an SQL solution.
Maximized sum problem
Let's consider a real problem. Given a recordset, calculate the running sum of a field x, in some order determined by the system, with the requirement that the running sum must not excede a certain cut level.

Given the table:
use tempdb

go

create table test (id int identity primary key, value decimal(5,2))

go

insert into test(value) values(3)

insert into test(value) values(5)

insert into test(value) values(-2)

insert into test(value) values(+4)

insert into test(value) values(-7)

go

drop table test

you want a running sum, but the running sum must never exceed 6:

id

maximized sum
1

3

2

6  [!! 3+5=8, cut to 6]

3

4  [=6-2]

4

6  [=4+4=8 cut to 6]

5

-1 [=6-7]

This example is not at all abstract. The sum calculation with a cut (on the top and on the bottom) is the base of many queries on stock availability, for example, the valutaion of a storehouse LIFO and FIFO and many other important problems of BI.

Today, the available functions in SQL Server do not permit a direct and linear solution to these problems, nor would a complete adoption of standard ANSI.
At the same time, for a “human calculator”, the solution to the problem of the maximum and minimum sum doesn’t present any algoritmic difficulty and it’s possible to do a direct and linear calculation in a single scan and with the help of a pen you can write down the current sum. To execute the computation manually, all that is needed is to store a "mental variable", or the possibility to access the value written down.

The Previous function

Generally the solution of the problem of progressive calculation requires the maintenance of a variable to manipulate record by record or to to be able access to the last value assigned to the same variable.

Assume that there is a function, let's call it Previous, with the following signature:

Previous(<Field>,<StartValue>) over (order by <order by expression> 

  [partition by <partition by expression>])

This function returns the value of Field of the previous row, as defined by the order and the partition in the OVER clause. If there is no previous row, the function returns StartValue.
Futhermore, the function may be self-referencing, permitting a syntax such as:
select x=f(Previous(x,<StartValue>) over (order by <order by expression> 

  [partition by <partition by expression>]))

The difficulties with implementing such a function appears to be entirely analoguous with those of the row_number function, or which the only difference would be the possibility to execute a generic function, instead of the sole function Succeesive.

The function in discussion, would overlap some of the functions available today, for example:

select Nr=row_number() over(order by ... partition by ...) from ...
is logically the same as:
select Nr=Previous(Nr,0) over order(by ... partition by ...)+1 from ...
This function is overlap also ANSI constructs not available in SQL Server yet, for example, a simple partial sum:

select Rt=sum(x) over(order by ... range unbounded preceding and current row)

from ...
is a equvivalent to:
select Rt=Previous(Rt,0) over order(by ...) + x 
from ...
Furthermore, the function makes all problems of progressive calculation directly solvable. For instance, the minimized sum:

select Ms=case when Previous(Ms,0) over order(by ...) + x > Taglio



then Taglio



else Previous(Ms,0) over order(by ...) + x end
from ...
Sensations 
With the new ranking functions in SQL 2005, you have the sensation that all the low-level instrumentation for a correct handling of a function like the one propsed here is already available, at a syntactical level and a level of creation and a correct execution plan.
The Previous function seen as a generalisation of the function row_number(), permits us to substatanially, definitively and with wide genericty resolve situations where today we often find that we have to resort to a cursor.

The lack of a generic function in the standard ANSI (note the function differs from LAG and LEAD in its recursive nature) puts the function proposed here on the same level as the proprietary, yet excellent, operator APPLY, which is implemented in SQL Server. For me, the power and generality makes an implementation worthwhile.

Note
This document is born from my experience with the use of SQL Server and from an exchange of opionions other I.T. professionals. Particulary, the aim is to extend some concepts discussed in general form in the Itzik Ben-Gan's and Sujata Mehta's document “OVER Clause and Ordered Calculations” available on this link:

http://www.insidetsql.com/OVER_Clause_and_Ordered_Calculations.doc
